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Non-Profit Open Source Organization
European and Global

Governance Members Code Base

Community Activities
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Business powered 
by open source 

Private,
Integrated
Platforms

Ecosystem-based
innovation

Open Source
Commons



 72018

→ Strategic Efficiency Time to market

Shared R&D costs

Joint market definition

Reduced contract costs

Information symmetry
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  Key technos Core technologies

Deep Learning

Machine Learning
NLP Platforms
Predictive APIs

Image Recognition
Speech Recognition

Supporting technologies

Hardware (CPU, G¨PU, TPU)
Big Data

Python

https://www.techemergence.com/artificial-intelligence-industry-an-overview-by-segment/
https://blogs.nvidia.com/blog/2016/07/29/whats-difference-artificial-intelligence-machine-learning-deep-learning-ai/

https://www.techemergence.com/artificial-intelligence-industry-an-overview-by-segment
https://blogs.nvidia.com/blog/2016/07/29/whats-difference-artificial-intelligence-machine-learning-deep-learning-ai/
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Where Open Fits

OSS
Proprietary

Data sets

Models

Libraries

Interfaces

Framewoks

InfrastrutureProprietary Public Data Prep.
Features
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Deep Learning 
Frameworks are
Open Source 

User base
Library portfolio
Models 
Experience sharing
Industry penetration
Third party contributions

https://towardsdatascience.com/deep-learning-framework-power-scores-2018-23607ddf297a
https://docs.google.com/spreadsheets/d/1mYfHMZfuXGpZ0ggBVDot3SJMU-VsCsEGceEL8xd1QBo/edit#gid=0 
https://developer.nvidia.com/deep-learning-frameworks 

Deep Learning Framework Power Scores 2018

All of these frameworks are open source

Updated Sept. 20, 2018

https://towardsdatascience.com/deep-learning-framework-power-scores-2018-23607ddf297a
https://docs.google.com/spreadsheets/d/1mYfHMZfuXGpZ0ggBVDot3SJMU-VsCsEGceEL8xd1QBo/edit#gid=0
https://developer.nvidia.com/deep-learning-frameworks
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Open Source Strategies

Delivery form Key profile Monetization Application characteristic

Open source 
software

Software deployed by  
usesr or service providers

Enterprise end-users, 
Software houses

Support service, 
Commercial 
version

Business-process applications.
Vertical applications 

Serving 
infrastructure

IA PaaS Enterprise application 
service providers 
(ASPs)

On-line service 
subscription

Enterprise-scale and Industry-
scale applications

Solution 
enabler

OSS IA integrated within 
broader solution

Systems integrators Ad-hoc proposal Bespoke integration projects

Training & 
Expertise

Training, Data prep. 
Modelling and Model 
Training

Specialist service 
companies

Ad-hoc service 
contract

Technology and Business 
vertical expertise
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OW2 initiatives Joint efforts by OW2 members aimed to:

foster mainstream adoption of OW2 
technologies

share experiences and best practices

Members work together to develop:

technical integration between projects 

synergies to address specific market needs

● Big Data initiative
● Open Source Cloudware initiative
● Privacy and Security initiative
● Future Internet Software and 

Services initiative
● Open Source Accessibility initiative
● OSS in Big Cities initiative
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OW2 IA initiative Access to, and support of research projects

Experience and best practice sharing

Foster an industry-grade OSS AI marketplace

Enhance members visibility and goodwill

Recruit new members

Identify potential projects

Connect industry with academia

Support European ecosystem

https://pixabay.com/en/mouse-computer-technology-internet-34688/
https://commons.wikimedia.org/wiki/File:Work_in_progress_icon.svg 

https://pixabay.com/en/mouse-computer-technology-internet-34688/
https://commons.wikimedia.org/wiki/File:Work_in_progress_icon.svg
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www.ow2.org
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Deep Learning vs Machine 
Learning

Machine Learning at its most basic is the practice of using algorithms to parse 
data, learn from it, and then make a determination or prediction about something 
in the world

Machine learning came directly from minds of the early AI crowd, and the 
algorithmic approaches over the years included decision tree learning, inductive 
logic programming. clustering, reinforcement learning, and Bayesian networks 
among others

(…) a classifier to recognize the letters “S-T-O-P.” From all those hand-coded 
classifiers they would develop algorithms to make sense of the image and “learn” 
to determine whether it was a stop sign

Deep Learning — A Technique for Implementing Machine Learning

Artificial Neural Networks (…) unlike a biological brain where any neuron can 
connect to any other neuron within a certain physical distance, these artificial 
neural networks have discrete layers, connections, and directions of data 
propagation.

Neural networks have been around since the earliest days of AI, and had 
produced very little in the way of “intelligence.” The problem was even the most 
basic neural networks were very computationally intensive, it just wasn’t a 
practical approach. (…) group led by Geoffrey Hinton at the University of Toronto 
(…)  it wasn’t until GPUs were deployed in the effort that the promise was 
realized

https://blogs.nvidia.com/blog/2016/07/29/whats-difference-artificial-intelligence-machine-learning-deep-learning-ai/
https://www.youtube.com/watch?v=IHZwWFHWa-w 

Deep learning is a subset of AI and machine learning that 
uses multi-layered artificial neural networks

https://blogs.nvidia.com/blog/2016/07/29/whats-difference-artificial-intelligence-machine-learning-deep-learning-ai/
https://www.youtube.com/watch?v=IHZwWFHWa-w
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Deep Learning 
and Deep Learning Frameworks

Deep learning is a subset of AI and machine learning that uses 
multi-layered artificial neural networks.

Deep learning differs from traditional machine learning techniques 
in that they can automatically learn (…)  directly from raw data and 
can increase their predictive accuracy when provided with more data.

Developing AI applications start with training deep neural networks 
with large datasets.

major deep learning framework such as TensorFlow, PyTorch and 
others, are already GPU-accelerated,

https://developer.nvidia.com/deep-learning
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AI Acceleration TPU: Tensor Processing Unit, developed by Google specifically for 
neural network machine learning.

Google's TPUs are proprietary and are not commercially 
available, although on February 12, 2018, The New York 
Times reported that Google "would allow other companies to 
buy access to those chips through its cloud-computing service

Compared to a graphics processing unit, it is designed for a 
high volume of low precision computation 

 GPU-accelerated computing, a new computing model that uses 
massively parallel graphics processors to accelerate applications also 
parallel in nature

GPU: The mathematical basis of neural networks and image 
manipulation are similar, embarrassingly parallel tasks 
involving matrices, leading GPUs to become increasingly used 
for machine learning tasks. NVIDIA is the leader here

Many vendors, no dominant design

Google (TPU), NVIDIA (GPU) Intel 

At least 15-20 dedicated chip designs, more or les 
specialized (Teasla has one for autonomous driving for 
example). 

https://en.wikipedia.org/wiki/Tensor_processing_unit
https://en.wikipedia.org/wiki/AI_accelerator

https://en.wikipedia.org/wiki/Tensor_processing_unit
https://en.wikipedia.org/wiki/AI_accelerator
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Deep Learning Frameworks Deep learning frameworks offer building blocks for designing, 
training and validating deep neural networks, through a high level 
programming interface.

 Caffe2, Cognitive toolkit, MXNet, PyTorch, TensorFlow

rely on GPU-accelerated libraries such as cuDNN and NCCL to 
deliver high-performance multi-GPU accelerated training.

NVIDIA Deep Learning SDK provides powerful tools and libraries 
(GPU-accelerated libraries such as cuDNN and NCCL) 

for designing and deploying GPU-accelerated deep learning 
applications, (…) 

for the development of deep learning frameworks. 

https://developer.nvidia.com/deep-learning-frameworks

● Caffe2, 
● Cognitive toolkit,
● Matlab 
● MXNet, 
● PyTorch, 
● TensorFlow
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Opening AI Gets smarter the more it is exposed to the real world, → Put it in 
the hands of as many people as possible

Open source is a way to enable this sharing

Set up a commons that serves the general benefit

A commons we should all contribute to

It is a Data problem: the better the data that goes into the system, 
the better the decision 

Ethical choice: share the data
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AI Product Categories

https://venturescannerinsights.wordpress.com/category/artificial-intelligence-2/

Machine learning platforms

Machine learning applications

Computer vision

Smart robots

Virtual assistants

NLP, Speech recognition

Speech to speech transl.

Context aware computing

Recommendation engines

Video content recognition

Gesture control
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Most Categories are Pioneers

https://venturescannerinsights.wordpress.com/category/artificial-intelligence-2/
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Market Analysis The global artificial intelligence market size was valued at USD 
641.9 million in 2016 on the basis of its direct revenue sources and at 
USD 5,970.0 million in 2016 on the basis on enabled revenue and AI 
based gross value addition (GVA) prognoses. 

The market is projected to reach USD 35,870.0 million by 2025 by 
its direct revenue sources, growing at a CAGR of 57.2% from 2017 to 
2025, whereas it is expected to garner around USD 58,975.4 million 
by 2025 from its enabled revenue arenas.

The hardware segment (…) is projected to be the fastest-growing 
segment with a CAGR of around 65.0%, over the forecast period.

AI service solutions market is expected to grow at a CAGR of 
above 60% over the forecast period.

https://www.grandviewresearch.com/industry-analysis/artificial-intelligence-ai-market
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AI Usage by Industry healthcare, BSFI, law, retail, advertising & 
media, automotive and transportation, agriculture, 
manufacturing, and others. The advertising & 
media segment dominated the overall market and 
accounted for over 20% of the total market share 
in 2016. The AI Market by healthcare application 
further segregated in to use-cases including, 
robot assisted surgery, virtual nursing assistants, 
hospital workflow management, dosage error 
reduction, clinical trial participant identifier, 
preliminary diagnosis, and automated image 
diagnosis. Additionally BFSI applications market 
further includes, risk assessment, financial 
analysis/research, investment/portfolio 
management solicitations

https://www.grandviewresearch.com/static/img/research/artificial-Intelligence-market-2016.png
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Another AI Market Research The global artificial intelligence market size is 
expected to reach $169,411.8 million in 2025, 
from $4,065.0 million in 2016 growing at a CAGR 
of 55.6% from 2018 to 2025. 

Machine learning is projected to be one of the 
most lucrative segment.

In 2016, the machine learning segment 
dominated the market, in terms of revenue, and 
is expected to maintain this trend in the coming 
years, owing to increase in demand for artificial 
intelligence industry solutions.

https://www.alliedmarketresearch.com/artificial-intelligence-market
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And Another One Algorithms like deep learning and its hierarchical 
pattern recognition are driving the adoption of AI.

However, lack of expertise and high initial cost 
are some of the major factors hindering the 
growth of artificial intelligence market.

https://www.marketresearchfuture.com/reports/artificial-intelligence-market-1139
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And again another one The artificial intelligence market was valued at 
US$ 1.36 Bn in 2016 and is expected to grow at a 
CAGR of 52% during the forecast period from 
2017 to 2025

https://www.marketsandmarkets.com/Market-Reports/artificial-intelligence-market-74851580.html
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And again In its latest update, Tractica forecasts that 
annual worldwide AI software revenue will grow 
from $5.4 billion in 2017 to $105.8 billion by 2025.

 The market intelligence firm forecasts that 
global revenue from AI software implementations 
will increase from $8.1 billion in 2018 to $105.8 
billion by 2025

 Telecommunications, consumer (internet 
services), advertising, healthcare, automotive, 
and retail are some of the big industry verticals 
that will lead in AI adoption. 

https://www.tractica.com/research/artificial-intelligence-market-forecasts/
https://www.tractica.com/newsroom/press-releases/artificial-intelligence-software-market-to-reach-105-8-billion-in-annual-worldwide-revenue-by-2025/

https://www.tractica.com/research/artificial-intelligence-market-forecasts/
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And yet again Global $1.36 Billion Artificial Intelligence Market 
2017-2025 - Market is Expected to Grow at a 
CAGR of 52%

The artificial intelligence market was valued at 
US$ 1.36 Bn in 2016 and is expected to grow at 
a CAGR of 52% during the forecast period from 
2017 to 2025

https://www.prnewswire.com/news-releases/global-136-billion-artificial-intelligence-market-2017-2025---market-is-expected-to-grow-at-a-cagr-of-52-300563768.html
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Competition The vendor competition is based on various 
factors such as product features, pricing, 
customized solutions, and services. 

Market provides opportunities to design and 
supply improved AI software based on the 
necessities of the end-users.

with the rise in product extensions, the market’s 
competitive environment is likely to intensify in the 
coming years.
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Challenges Technology challenges

Acceptability challenges

there are questions emerging within research and academic 
circles about whether the technologies fueling the AI 
revolution, particularly deep learning, might be hitting a 
bottleneck.

controversy surrounding Facebook and data privacy, AI 
safety and explainability with Uber’s self-driving car fatality, 

https://www.tractica.com/research/artificial-intelligence-market-forecasts/



Oct 16, 2018 312018

Top Machine Learning 
Applications in Real World

Image recognition

Speech recognition

Medical diagnosis

Statistical arbitrage

In finance, statistical arbitrage refers to automated trading 
strategies that are typical of a short term and involve a large 
number of securities.

Learning associations

developing insights into various associations between 
products suggesting associated product to the customer.

Classifications

For example, before a bank decides to disburse a loan, it 
assesses customers on their ability to repay the loan.

Prediction

 Example: finding out what will be my sales next month / 
year / Diwali, etc.

Extraction

extracting structured information from unstructured data. For 
example web pages, articles, blogs, business reports, and e-
mails.

Regression

use a model to express the relationship between various 
parameters 
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Algorithmes Il existe trois grandes familles d’algorithmes en 
machine learning :

Régression :  prédiction de prix de 
maison en fonction de ses caractéristiques

Classification : classifier un mail en 
Spam ou non, décider si une tumeur est 
maligne ou bénigne, etc. 

Clustering : regrouper les photos de 
chats ensemble et celle des chiens 
ensemble etc…

Quand une solution à un problème ne peut 
être modélisée que par les données qui le 
définissent, c’est qu’il faut utiliser les techniques 
d’apprentissage automatique

Prédiction des prix

Detection des spams

Diagnostic médical

Recommendation de produits

Detection de fraude

Regroupement d'items

Cyber sécurité

Reconnaissance vocales

Chat bots

Conduite autonome
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Feature Engineering Featuretools

An open source python framework for 
automated feature engineering

H20

“The #1 open-source machine learning 
platform for the enterprise”

FeatureLabs

Software tools to help structure the adhoc 
process of intelligently extracting features from 
raw data for machine learning

https://en.wikipedia.org/wiki/Feature_engineering

Feature engineering is the process of using domain 
knowledge of the data to create features that make 
machine learning algorithms work. 

Feature engineering is fundamental to the 
application of machine learning, and is both 
difficult and expensive. 

The need for manual feature engineering can be 
obviated by automated feature learning.

Feature engineering is an informal topic, but it is 
considered essential in applied machine learning.
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AI Configuration Building and deploying ML/AI successfully 
requires a complex, carefully coordinated 
workflow involving multiple discrete systems. 
First, data needs to be ingested, cleaned, and 
labeled. Then, the appropriate properties, known 
as features, upon which prediction is based must 
be determined. Finally, developers must train 
models and validate, serve, and continuously 
optimize them. From start to finish, this process 
may take many months, even for the most 
technically proficient organizations.

https://venturebeat.com/2017/11/28/infrastructure-3-0-building-blocks-for-the-ai-revolution/
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AI Building Blocks 1
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AI Building Blocks 2
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AI Workflow Every machine-learning workflow consists of at 
least two parts. 

First is loading data and preparing it to be used 
for learning (ETL process)

Preparing data means loading it and putting it 
in the right shape and value range (e.g. 
normalization, zero-mean and unit variance). 

The second part is the actual learning system 
itself. All deep learning is based on vectors and 
tensors,
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Frameworks All of these frameworks are open source

Updated Sept. 20, 2018

https://towardsdatascience.com/deep-learning-framework-power-scores-2018-23607ddf297a
https://docs.google.com/spreadsheets/d/1mYfHMZfuXGpZ0ggBVDot3SJMU-VsCsEGceEL8xd1QBo/edit#gid=0 

The software ecosystem supporting deep learning 
research has been evolving quickly, and has now 
reached a healthy state: open-source software is the 
norm; a variety of frameworks are available, 
satisfying needs spanning from exploring novel 
ideas to deploying them into production; and strong 
industrial players are backing different software 
stacks in a stimulating competition. 
https://groups.google.com/forum/#!topic/theano-users/7Poq8BZutbY

https://towardsdatascience.com/deep-learning-framework-power-scores-2018-23607ddf297a
https://docs.google.com/spreadsheets/d/1mYfHMZfuXGpZ0ggBVDot3SJMU-VsCsEGceEL8xd1QBo/edit#gid=0
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Theano Primarily developed by a Montreal Institute for 
Learning Algorithms (MILA) at the Université de 
Montréal in 2007

the oldest significant Python deep learning 
framework

has lost much of its popularity and its leader 
stated that major releases were no longer on the 
roadmap

https://en.wikipedia.org/wiki/Theano_%28software%29
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Caffe  Deep learning framework

Speed, popular with both researchers and 
enterprise users. 

NVIDIA K40 GPU. 

Managed by the Berkeley Vision and Learning 
Center (BVLC),

Support by NVIDIA and Amazon

https://www.datamation.com/open-source/slideshows/15-top-open-source-artificial-intelligence-tools.html
http://caffe.berkeleyvision.org/
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Caffe2 Lightweight, Modular, and Scalable Deep Learning 
Framework

Developed by FaceBook, publicly open-sourced 
over a year ago

Caffe2 and PyTorch being integrated into a single 
package (2018) utilizing a shared set of tools.

now being housed in the PyTorch GitHub repository

Pre-trained models from community are available to 
quickly build demo applications and explore deep 
learning capabilities

Caffe2 is built to excel at mobile and at large scale 
deployments.

comes with Python & C++ APIs 
https://caffe2.ai/blog/2018/05/02/Caffe2_PyTorch_1_0.html
https://caffe2.ai/docs/caffe-migration.html 

Caffe has some design choices that 
are inherited from its original use 
case: conventional CNN applications.
Caffe2 addresses Caffe limitations in 
new computation patterns, especially 
distributed computation, mobile, 
reduced precision computation, and 
non-vision use cases

https://caffe2.ai/blog/2018/05/02/Caffe2_PyTorch_1_0.html
https://caffe2.ai/docs/caffe-migration.html
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Chainer developed by the Japanese company Preferred 
Networks. 

has a small following.

https://chainer.org/
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Deeplearning4J (DL4J) Open source deep learning library for the Java Virtual 
Machine (JVM).

compatible with Java, Scala and other JVM languages.

runs in distributed environments 

integrates with both Hadoop and Apache Spark. It 
makes it possible to configure deep neural networks

import models written with Keras to DL4J.

The only semi-popular framework not available in Python

Project managed by commercial company Skymind, which 
offers:

paid support, training 

an enterprise distribution

https://deeplearning4j.org/docs/latest/deeplearning4j-concepts
https://www.datamation.com/open-source/slideshows/15-top-open-source-artificial-intelligence-tools.html
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fast.ai October 2018 release of fastai v1

a new free open source library for deep 
learning

The library sits on top of PyTorch v1 and 
provides a single consistent API to the most 
important deep learning applications and data 
types

API inspired by Keras: requires even less code 
for strong results

Bleeding edge as of mid-Sept 2018

FastAI switched from Keras to make their own 
framework

Not yet widely used
http://www.fast.ai/
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H20 H20

Packaged for enterprise usage

Capital One, Cisco, Nielsen Catalina, PayPal 
and Transamerica among its users

predictive modeling, risk and fraud analysis, 
insurance analytics, advertising technology, 
healthcare and customer intelligence.

two open source versions: standard H2O and 
Sparkling Water, which is integrated with Apache 
Spark. 

Paid enterprise support is also available.

https://www.datamation.com/open-source/slideshows/15-top-open-source-artificial-intelligence-tools.html
https://www.h2o.ai/ 

https://www.datamation.com/open-source/slideshows/15-top-open-source-artificial-intelligence-tools.html
https://www.h2o.ai/
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Keras High-level neural networks API, written in 
Python

deep learning framework for Python, 

runs on top of TensorFlow, CNTK, or Theano.

developed with a focus on enabling fast 
experimentation

Over 250,000 users and over 700 open-source 
contributors (as of mid-2018)

adopted as high level front-end by Google's 
Tensorflow, Microsoft's CNTK, Apple's core ML, 
Amazon's mxnet, and University of Montreal's 
Theano

TensorFlow’s default API.
https://keras.io/getting-started/faq/
http://www.fast.ai/2017/01/03/keras/

https://keras.io/getting-started/faq
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Mahout Open source machine learning framework.

Apache Foundation project,  

According to its website, it offers three major 
features: a programming environment for building 
scalable algorithms, premade algorithms for tools 
like Spark and H2O, and a vector-math 
experimentation environment called Samsara. 

Companies using Mahout include Adobe, 
Accenture, Foursquare, Intel, LinkedIn, Twitter, 
Yahoo and many others. 

Professional support is available through third 
parties listed on the website.

https://www.datamation.com/open-source/slideshows/15-top-open-source-artificial-intelligence-tools.html
http://mahout.apache.org/ 

https://www.datamation.com/open-source/slideshows/15-top-open-source-artificial-intelligence-tools.html
http://mahout.apache.org/
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Microsoft Cognitive Toolkit
(CNTK)

Now the Microsoft Cognitive Toolkit

previously known as Computational Network 
Toolkit, CNTK 

primarily utilized for research into speech 
recognition, 

but also useful for applications like machine 
translation, image recognition, image captioning, 
text processing, language understanding and 
language modeling

Also:  Distributed Machine Learning Toolkit

trying to compete with Google and Facebook 
offerings and is not winning significant adoption.

https://www.datamation.com/open-source/slideshows/15-top-open-source-artificial-intelligence-tools.htm
https://www.microsoft.com/en-us/cognitive-toolkit/ l

https://www.datamation.com/open-source/slideshows/15-top-open-source-artificial-intelligence-tools.htm
https://www.microsoft.com/en-us/cognitive-toolkit/
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MLlib MLlib is Spark's scalable machine learning 
library. 

Integrates with Hadoop and interoperates with 
both NumPy and R. 

Includes a host of machine learning algorithms 
for classification, regression, decision trees, 
recommendation, clustering, etc.

https://www.datamation.com/open-source/slideshows/15-top-open-source-artificial-intelligence-tools.html
https://spark.apache.org/mllib/

https://www.datamation.com/open-source/slideshows/15-top-open-source-artificial-intelligence-tools.html
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MXNET incubated by Apache and used by Amazon

https://mxnet.apache.org/
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NuPIC Open source artificial intelligence project 

based on a theory called Hierarchical Temporal 
Memory, or HTM.

attempt to create a computer system modeled 
after the human neocortex.

Managed by a company called Numenta

In addition to the open source license, Numenta 
also offers NuPic under a commercial license, 
and it also offers licenses on the patents that 
underlie the technology.

https://www.datamation.com/open-source/slideshows/15-top-open-source-artificial-intelligence-tools.html
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OpenNN C++ programming library for implementing 
neural networks. 

Designed for researchers and developers with 
advanced understanding of artificial intelligence

Paid support for OpenNN available through 
Artelnics, a Spain-based firm that specializes in 
predictive analytics.

https://www.datamation.com/open-source/slideshows/15-top-open-source-artificial-intelligence-tools.html



Oct 16, 2018 532018

Oryx2 Built on top of Apache Spark and Kafka, Oryx 2 
is a  realization of the lambda architecture built on 
Apache Spark and Apache Kafka, but with 
specialization for real-time large scale machine 
learning.

Specialized application development framework 
for large-scale machine learning. It utilizes a 
unique lambda architecture with three tiers. 
Developers can use Oryx 2 to create new 
applications, and it also includes some pre-built 
applications for common big data tasks like 
collaborative filtering, classification, regression 
and clustering. The big data tool vendor Cloudera 
created the original Oryx 1 project and has been 
heavily involved in continuing development.

https://www.datamation.com/open-source/slideshows/15-top-open-source-artificial-intelligence-tools.html
http://oryx.io/ 

https://www.datamation.com/open-source/slideshows/15-top-open-source-artificial-intelligence-tools.html
http://oryx.io/
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PaddlePaddle Supported by Baidu

Claims to be “easy-to-use, easy-to-learn deep 
learning platform”

“open-source deep learning platform with a 
simple API,

intuitive and flexible interface for loading data 
and specifying model structures

Stands for PArallel Distributed Deep LEarning

http://www.paddlepaddle.org/
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Pytorch  Open source machine learning library for 
Python, based on Torch

primarily developed by Facebook's artificial-
intelligence research group,

 Younger than TensorFlow, allows 
customization that TensorFlow does not

used for applications such as natural language 
processing

Uber's "Pyro" software for probabilistic 
programming is built on it.

https://pytorch.org/
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PredictionIO Contributed by SalesForce to the Apache 
Foundation

Salesforce using PredictionIO technology to 
advance its own machine learning capabilities, 

work also continues on the open source version. 

Apache PredictionIO® is an open source 
Machine Learning Server

Create predictive engines with machine learning 
capabilities that can be used to deploy Web 
services that respond to dynamic queries in real 
time.

https://www.datamation.com/open-source/slideshows/15-top-open-source-artificial-intelligence-tools.html
http://predictionio.apache.org/index.html 

https://www.datamation.com/open-source/slideshows/15-top-open-source-artificial-intelligence-tools.html
http://predictionio.apache.org/index.html
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SystemML Now an Apache big data project. 

It can run on top of Spark or Hadoop.

First developed by IBM, 

Offers a highly-scalable platform that can 
implement high-level math and algorithms written 
in R or a Python-like syntax. 

Used to track customer service on auto repairs, 
to direct airport traffic and to link social media 
data with banking customers. 

https://www.datamation.com/open-source/slideshows/15-top-open-source-artificial-intelligence-tools.html
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TensorFlow One of Google's open source artificial 
intelligence tools. 

library for numerical computation using data flow 
graphs. 

boasts deep flexibility, true portability, automatic 
differential capabilities and support for Python 
and C++. 

very extensive list of tutorials and how-tos for 
developers or researchers on the website

https://www.datamation.com/open-source/slideshows/15-top-open-source-artificial-intelligence-tools.html
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Theano Primarily developed by a Montreal Institute for 
Learning Algorithms (MILA) at the Université de 
Montréal in 2007

the oldest significant Python deep learning 
framework

has lost much of its popularity and its leader 
stated that major releases were no longer on the 
roadmap

https://en.wikipedia.org/wiki/Theano_%28software%29

After almost ten years of development, we have the regret to announce that we will put an end to our Theano 
development after the 1.0 release, which is due in the next few weeks.
(…)
-- Yoshua Bengio, 
Head of MILA 
https://groups.google.com/forum/#!topic/theano-users/7Poq8BZutbY
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Torch "Aa scientific computing framework with wide 
support for machine learning algorithms that puts 
GPUs first." 

emphasis on flexibility and speed. 

fairly easy to use with packages for machine 
learning, computer vision, signal processing, 
parallel processing, image, video, audio and 
networking. 

It relies on a scripting language called LuaJIT 
that is based on Lua.

https://www.datamation.com/open-source/slideshows/15-top-open-source-artificial-intelligence-tools.htm
http://torch.ch/ l

https://www.datamation.com/open-source/slideshows/15-top-open-source-artificial-intelligence-tools.htm
http://torch.ch/
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Community and Documentation Community : (Github, groups, discussions...)

- Caffe has the largest community

- TensorFlow’s is already large and growing.

- Keras’ community is growing, while Theano’s 
and Lasagne’s are declining

Documentation

- Great documentation for Theano, Lasagne, 
Keras and Torch

- Most recent API is not documented for 
TensorFlow. Tutorials are often outdated.

https://project.inria.fr/deeplearning/files/2016/05/DLFrameworks.pdf
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www.ow2.org
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